DyCoke : Dynamic Compression of Tokens for Fast
Video Large Language Models LUJ

Keda Tao Can Qin Haoxuan You Yang Sui Huan Wang*

%7 »}ﬁz’] P S !%,L &30 salesforce df

UNIVERSITY
WESTLAKE UNIVERSITY

Introduction

More Results

———————

1 * MOt'vat'on / Stage |I: Vilsual Token 11 | TokensinKVcache | T | Unimportant Tokens ge DP cache ;"'/Stage Il: KV Cache Dynamic Pruning\‘\ 1 * Eva'uat'on on MVBenCh Dataset
. T . Temporal Merging | { ":
- » . m | [ 2] [w][7] [1s] [e] «— ing | Method FR AS AP AA FA UA OE Ol OS MD AL ST AC MC MA SC FP CO EN ER CI A
» The development of multi-modal language models is limited by model efficiency. (EB O CR | | B e smerrme W) rresronsonerane B e ; I Prefiling M
I " " | runing tokens in grou ! _ | _ : e
» The tens of thousands of visual tokens brought by the video |nput greatly e — PO ! lteration 1 & Transformer Layer L Full Tokens 100% 707 715 846 450 790 57.1 81.0 380 245 460 91.5 440 465 720 510 510 680 360 715 510 580
) . . _ e N Large Language Model f i v ||| [ra] ][ PruMerge 51% 633 630 84.6 395 765 510 610 360 325 49.0 88.0 41.0 395 625 465 455 540 355 67.5 385 52.6
increase the inference time and memory requ"’ements_ ; L) (e ‘, N ; FastV 43% T35 7135 769 440 765 561 760 425 195 400 92.0 435 430 685 480 500 67.0 335 690 435 56.1
| owcow  (SEE—EED I, v t Vol B | Ours (K = 0.5) 59% 69.7 73.5 846 475 79.0 571 775 39.0 225 470 93.0 440 450 740 505 500 660 365 715 51.0 58.0
» There is a lot Of redundancy in the visual tokens Corresponding to the video . |_similarity calcutation in odd group El‘ ]i,__,i B N ( \\‘ NEAEFFE Ours (K =0.7) 43% 67.6 740 923 470 80.0 556 780 39.0 240 450 93.0 450 455 710 500 49.0 675 345 700 49.0 575
i 1t i \ Visual Tokens Text Tokens \ i LLaVA-OV-0.5B
. i ! \ :
|npUt. (z) (=) s - ‘1‘ P, NP Full Tokens 100% 537 59.5 308 37.5 60.5 465 685 350 21.0 320 87.0 445 295 545 370 450 460 290 700 395 47.1
i i v Tokenizer t SR L1 O R R PruM 46% 378 485 23.1 305 535 455 455 31.0 200 395 83.0 385 30.5 470 355 435 380 280 69.0 44.0 425
. . 1 - _— (e (maE)- i v A FastV 46% 521 605 385 350 620 460 630 355 235 285 845 420 290 505 370 410 475 285 637 44.0 46.1
2_ Why do we need dynan‘"c prun""g ? . \__Pruning tokens in even group g Visual Token Temporal Merging | ration N & Tramcformer Laver L Ours (K =0.5) 60% 537 595 308 39.0 600 460 685 325 21.0 300 87.0 420 29.0 555 39.0 440 460 285 70.0 425 47.0
: L} N Xq \ creon L _ansormer aver Ours (K = 0.7) 44% 548 59.5 30.8 39.0 61.0 47.5 68.0 340 21.5 30.0 88.0 44.5 290 545 38.0 410 455 295 69.0 41.5 47.1
L2 ) <) i " - - - - :i |2 [T |Ta]||Ts]|]Te
' |1 . H, I
. L 0.00035 Odd Group K Tokens in Frame 1:!\1 | Reevaluate % | 2. Showcases Of D COke
S ideo f b : Coleulate Sy eee ) 1 | TONTIIOIT L ) () (R ) () (= y
ome viaeo Trames become 3 " i 3 | Projector p l" i 1 \’ N Challenging Video Understanding
. . . i :' ‘ | \ “es 'I 3
less important as the decoding . | ) B ; . AL AD S\ N e T T ,
] '.\ Sampling / Four frame tokens ,," VISIONEHCOdel‘g _XU EEEEEEEEEEEEEEEEEEE T =...__..: T3 ‘..__..: L--..: T6 PR R R R R R R R R R R R R R R R R R R R R R R RIR RO RR RO RREERRERERRRERERIERRERERR R AR ORI R R
proceeds, while others may ; s | | N
- 6
become more Important. X | . . BN NN NN NN NN NN BN NN BN BN BN BN BN BN BN NN BN NN BN BN NN BN BN BN BN BN BN S BN BN BN BN BN BN BN BN BN BN BN BN BN BN BN BN BN BN BN BN BN BN BN BN BN B B B
§ . 0.00020 1 . I I M B'OCk I 2. KV CaChe Dynam'c Prun'ng User What color is the object that is stationary? | What direction is the yellow sqhere moving in?
P | . . . . . .
£ 9 . : LLaVA-OV The object that is stationary is gray. ® | From the left to the right side of the frame. ©®
é’\) Unlike imaae input. one-time I . >F{edundancy IS assessed by " 3>In the decoding Stage a small LLaVA-OV w/FastV  The object that is stationary is blue. ® | Towards the left side of the frame. ®
g pu ’ " Computing -the Sim” ari-ty Of Visual ! ? LLaVA-OV w/ DyCoke:  The object that is stationary is gray. ® | From the left to the right side of the frame. ©

. number of tokens are

pruning at the prefilling stage is . tokens in the same position !

prone to falsely pruning important = : . selectively selected to PP Ay P78 PP PR PR ':E-' 7 *‘-'a';-; e
1o > The to kenS are then pa rtitioned : Ca ICU I ation User The person uses multiple similar objects to play an occlusion game. Where is the hidden object at the
' 20 » 8 Ite7r7ation I,f:,ex e 1 e in-to two groups for pru ning . | end of'the gam'efrcfm the person ’L.s‘ point of view?
3 . Key ldeas ' LLaVA-OV The hidden object is under the middle purple cup. ®

LLaVA-OV w/ FastV The hidden object is under the middle purple cup. ®
LLaVA-OV w/ DyCoke:  The hidden object is under the third purple cup from the left. ©

Language Response M I Avg. Score [ Memory (GB) —e— Latency per Example (Sec)
3.43

Language Model f
A
) I 243 : Method Total Latency |  GPU Mem. | Accuracy T Latency per Example |
e H /m// — 3. Additional Experiments
A & 5 Method | Pruning Settings | ActNet-QA NextQA PercepTest VideoDC Videomme g ullmMTokens é: (l)g:g ggg g;gg E ig'é é; }_;gs E(l)'ggX;
i Retained Ratio (Final FLOPs (T FLOPs Rati Acc. Sco. al -sub erge e 25 : : 038 (V0O X
Temporal Merging ' Tokenizer t Dynamic Pruning | Retained Ratio (Final) s (D) LLSaV:fz)V-’O B e b me Y test wo Wosubs | seso 5870 58,80 — 222l Results-32Frames N gf;V(K o3 1;%?6520 ;‘g gggg Eig:igg 822: Ei;;lg
I : ss4 T~ Ours (K = 0.7) 57:13 19G 57.45 (+0.18) 0.85s (1.40%)
H, )( X, Prompt Input 2. Full Tokens 100% 3.4 100% 4793 2.66 57.2 49.1 2.86 4.1 435 cca0  SGEO ELX I — —
q FastV 35% 1.4 41% 46.74  2.58 56.5 49.1 2.36 42.0 41.4 > 56 - 2020 2aVA-OVO.
1 SN NN NN NN NS NANENEEEEEEEEEESE PruMerge 55% 1.5 44% 4168 235 54.0 475 2.10 388 393 s Resute-{6Frames \ Full Tokens 34:05 19G 47.09 (0.09) 0.56s (1.00x)
Projector p : \] B \ Ours (K=0.3, L=3, P=0.7) 23.25% 24 70% 4790 265 572 48.9 2.63 454 438 Ssals3zo oo | | cesoinetremes o WO Py e Py LS mniioed  oumatig
=2 ‘ ). z==27\ =5 ol \ Ours (K=0.5, L=3, P=0.7) 18.75% 1.8 53% 47.80  2.65 57.2 49.5 2.62 45.1 43.4 < B 2522 35,10 52.50 Ours (K = 0.5) 32:17 8.9G 4676 (£0.13) 0485 (1.16x)
- "ﬂ\ _ H \, _— L{ . Ours (K=0.7, L=3, P=0.7) 14.25% 1.2 35% 47.70 2.65 57.7 49.5 2.56 45.2 433 57 /| —*— Videomme-32Frames Results-8Frames 0 Ours (K = 0.7) 31:45 7.4G 47.09 (+0.11) 0.47s (1.19%)
VisionEncoderg - = X EEEEEEEEEEEEEEEEEEEEEEEEEEEEN —#— Videomme-16Frames 80
v Video Input Baseline LLaVA-PruMerge FastV Ours LLaVA-OV-7B 50 - —&— Videomme-8Frames 00 (a) The number of video input frames is 16
Full Tokens 100% 414 100% 51.93 2.86 79.4 57.1 3.30 58.5 61.3 ' ' - - - ' '
FastV 35% 17.9 43% 5093  2.80 78.2 56.7 3.09 57.3 60.5 penmto 100 (o ) 7320 65 5% 25 2o N Method Total Latency 4 G"L ‘i“’\‘;‘“ot - Accuracy T Latency per Example |
= . . . PruMerge 55% 21.1 51% 50.45 2.78 76.0 54.3 2.88 52.9 57.0 K Value ava-bov
> TWO'Stage pl'u ni ng y the f| rSt Stage perfO 'ms pl’ellmlnary temporal tOken Ours (K=0.3, L=3, P=0.7) 23.25% 30.8 75% 51.80 2.85 79.1 57.2 3.19 58.8 61.0 Full Tokens 2:33:30 34G 58.81 (£0.14) 2.30s (1.00x)
. . . Ours (K=0.5, L=3, P=0.7) 18.75% 24.1 59% 52.08 2.88 78.5 57.6 3.29 59.5 61.4 i P erge SR o aae Eig-gg; e E?'Siii
merglng (TTM), and the SeCOHd Stage perfOFmS dynamIC prunlng Of KV CaChe Ours (K=0.7, L=3, P=0.7) 14.25% 17.9 43% 51.80 2.85 78.2 57.6 3.20 58.3 60.7 > There IS almost nNo performance Ioss Ours (K = 0.5) 1:53:17 28G 59.09 (£0.23) 1.69s (1.36x)
) [ LaVA-OV-72B Ours (K = 0.7) 1:39:49 24G 59.56 (£0.19) 1.49s (1.54%)
[ ] [ ]
> Dyna micC pruning stores the pru ned tokens for later reuse, there by Full Tokens 100% 436.1 100% 5296 292 802 66.9 33 662 695 » 1.5 X inference speedup, 1.4 X LLaVA-OV'0. 5%
’ Full Tokens 1:19:06 21G 48.23 (£0.15) 1.18s (1.00x)
. . . . . f 1:. I FastV 45% 202.4 46% 52.63 2.82 77.2 58.5 3.01 62.1 66.7 . PruMerge 3.06:06 13G 42.55 (£0.18) 2795 (0.42)
. PI'UMCI'gC 55% 229.8 53% 50.91 2.80 75.2 55.6 2.81 61.9 63.8 FastV 1;13;25 15G 47:04 ﬂ:0:05 1:10 (1:07 )
m I n I m IZI n g I n O rma I O n OSS Ours (K=0.5, L=3, P=0.7) 18.75% 262.5 60% 52.81 2.92 79.1 60.2 3.35 66.3 69.7 m emory red u Ctlon - OE:JSrts (K = 0.5) 1:10:32 12G 48.13 E:to.ogg 1.062 (l.lli)
> PI d I t . . . d Ours (K=0.7, L=3, P=0.7) 14.25% 195.1 44% 57 38 2.88 78.8 59.6 3.27 64.9 68.7 Ours (K = 0.7) 1:02:15 10G 4777 (£0.10) 0.93s (127x)
u g a n p ay, n o ra I n I n g req u I re - (b) The number of video input frames is 32




